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Abstract 

A turret that shoots nerf bullets was designed to be fired based on facial recognition cues; as a 

known target walks in front of the turret, the turret would fire at the known target and only when 

that target enters the frame. Due to time constraints, the turret was unable to properly aim at the 

target. Overall, however, the facial recognition component worked very well with a tested 

accuracy of 100% up to a distance of six feet, a false positive rate between 9 and 10%, and the 

average time to perform facial recognition was 1.70 seconds. 

 

 

 



The Big Idea 

United States combat missions since the Iraq war, under the Obama administration, have 

been largely been fought without the use of traditional “boots on the ground” in favor of 

extensive use of unmanned predator drones. Instead of the United States sending troops to fight 

ISIS, President Obama has simply ordered drone strikes against high-value targets. The 

advantage of unmanned drones in combat is clear: American lives are not put at risk for a combat 

operation. However, according to studies commissioned by the Department of Defense (DoD) 

drone operators exhibit as many symptoms of post traumatic stress disorder (PTSD) as pilots of 

combat planes [1]. To avoid the necessity of drone operators, the drone operator could be 

automated out of the process through extensive use of computer vision applications. The drone 

could self-identify a target and then fire the weapon, autonomously. This paper will explore the 

simplest prototype of this idea: a commercially available drone (i.e a non-militaristic drone 

mostly designed for photography/videography) modified to carry a Nerf gun based turret with a 

facial recognition based automatic shoot mechanism. However, due to the danger involved with 

creating such a mechanism the device will initially be prototyped on an RC car with the turret 

suspended to mimic the overhead view of a drone. Moreover, the RC car does not require 

adjusting for height when aiming the turret as the drone does allowing for a simpler playground 

to test the initial mechanism.  

Real-world applications require an incredibly high degree of accuracy due to the strong 

negative effect of accidentally killing innocent lives. Thus, for the technology to be applied in 

the real world situations, accuracy would likely need to exceed 99.9% (depending on the military 

and society’s tolerance of killing innocent lives) which with current facial recognition 

technology is very difficult; nevertheless, under the assumption that facial recognition 

technology will improve, a new facial recognition algorithm could simply be substituted in for a 

commercial version. Current publicly available facial recognition accuracy (93%) is good 

enough for an initial prototype where no lives are at risk [2]. However, the accuracy of the 

technology will be explored at length throughout the development process and in future papers. 

The development of a drone based auto-firing system will require a substantial amount of 

research into facial recognition technologies to accurately identify the target, physics to 
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successfully aim and shoot the identified target, and mechanical engineering to keep the entire 

system light enough to not interrupt the flight of the drone. 

 

Introduction 

The idea of a drone was initially conceived during the Cold War to supplement nuclear 

weapons; the idea was that in the event of a nuclear attack a small (and thus hard to detect) 

unmanned airplane could destroy targets in enemy territory. However, the technology during the 

Cold War could not support the idea and thus the idea was never implemented. However, during 

the Gulf War, the idea of a drone became relevant again with the introduction of self-guided 

“smart” bombs which use similar technology. With the technology available, the first drone was 

then commissioned under the Clinton administration, but solely for surveillance purposes. But, 

when one of these surveillance drones found Osama Bin Laden (this was pre 9/11, but when he 

was still a person of interest) and couldn’t do anything about it the modern predator drone was 

born. However, drones never truly became popular until the Obama administration where it fit 

perfectly with President Obama’s foreign policy of minimal intervention, but still using force 

when necessary. American soldiers didn’t have to risk their lives to kill terrorists. Thus, the 

drone became a popular tool under the Obama administration [3].  

Since the first military drone was commissioned under the Clinton administration, the 

underlying technology has not actually changed much. Drones operate as any other plane 

would––except instead of having a pilot control them a person at a military base (typically from 

the Creech Air Force base in Nevada) communicates with a drone via a satellite uplink. If 

somehow satellite connection gets lost, drones are programmed to either fly in circles or return to 

base using GPS––all actual instructions must come from the satellite. Newer drones are simply 

lighter, more aerodynamic, have larger fuel tanks,  have more sensors to make it easier to see, 

etc; the actual essentials of the drone have not changed in the last twenty years since its inception 

[4]. 

But, drones still have their problems. For the operator, they still cause PTSD [1]. This 

paper aims to explore a solution to the PTSD problem––removing the drone operator from the 
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equation. But, more than that, drones make killing easy. And automating away the operator 

automates away the last part of human judgement in a murder.  

There’s a strong argument to be made  that automating murder is not necessarily a good 

thing: humans are the only enforcers of ethics. If a machine were to automate the killing, it could 

become “too easy” to kill. The human pulling the trigger is the last step between someone’s life. 

Taking away that step could commodify a human life. But, a similar argument could be made 

regarding moving bombs from guns. Clicking a detonator on a bomb remotely is easier than 

pointing a gun at a person you see and firing it. It’s easier to kill a group you don’t see. Yet, the 

human race survived. War is nasty. It’ll never be sunshine and roses. In a war, one side always 

cares more about the effects on their own side than the other––that’s just the name of the game. 

The United States has had the capacity to destroy the world since the 1950’s––but hasn’t. 

Powerful weapons require a trust that the user won’t abuse them––that’s why France having 

nuclear weapons is less scary than the idea of Iran or North Korea having them. 

When a human pulls a trigger, they consciously know the person is deserving of death. 

Killing one person now could save hundreds of lives later down the road. But, subconsciously, 

humans don’t know that; subconsciously, the human brain is limited to “killing is bad.” In the 

United States, capital punishment is done in such a manner that nobody knows who actually 

killed the inmate––a series of people inject a drug into the inmate, only one of which actually 

kills them. The reason for that is simple; even though the voters and our justice system has 

decided the appropriate punishment is death, it’s hard for a human to actually do it. That’s where 

the advantage of automation comes in. Even if society has deemed someone as deserving to die, 

humans don’t want to pull the trigger. Automation fixes that. 

The use of unmanned aerial vehicles has become the center of considerable debate in the 

last few years as US government spending in military technology has skyrocketed from 1.96 

trillion in 2001 to 3.97 trillion in 2015 [5]. In the last seven years, drones have become the go-to 

for autonomous military action. Supporters of drone technology advocate for its use because it 

lowers the risk of American soldiers losing their lives. However, many of the missile strikes 

commenced by drones have caused hundreds of of bystander casualties in nations like Pakistan 

and Afghanistan [6]. In 2012, the US government acknowledged that in multiple cases, civilian 
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casualties played a role in their decision to use drones. Upwards to 15% of the total number of 

casualties in 2012 drone strikes were civilians or unknowns [6]. One key difference between the 

drones used on the battlefield today and the concept drone in this project, however, is the 

absolute autonomy in terms of actually firing the weapon.  

Advances in machine learning over the past few years have allowed for highly accurate 

facial recognition software: using the “Labeled Faces in the Wild” industry standard test which 

consists of a large series of faces with different angles, lighting, and expression, Google’s 

FaceNet reported an accuracy of 99.64% whereas humans could only achieve 97.35% accuracy 

in the same test.[2]. What has truly allowed for this breakthrough is new developments in 

machine learning and access to large data. The idea of facial recognition is not new: the very first 

computer based systems were developed in the 1960’s by Woodrow Bledsoe under contact with 

the US Government and required an operator to identify certain features (eyes, nose, mouth, etc) 

and the computer simply measured the distance between these points. But, in 1988, Sirovich and 

Kirby, applied a process called principal component analysis (PCA) from linear algebra to faces 

which aims to reduce the dimensions of a matrix by just highlighting the major elements of the 

matrix. An image could then just be compared to each of the existing matrices to find the most 

similar. The problem with this technique is that the lighting of the image would affect the PCA 

more than the actual face itself so the technique only worked across standardized lighting 

conditions. Over the next few years, the PCA process (which became known as eigenfaces) was 

expanded upon and corrected, but still had major issues under different conditions [7]. 

But, in the last 5-10 years, advances in machine learning as well as access to large data 

sets (such as Facebook’s)  have allowed for supervised machine learning algorithms powered by 

deep neural networks to come to fruition. The exact technique used is described more in depth in 

the theory section of this paper. 

Complete autonomy in drone technology will allow for a much closer review and much 

more selective targeting process than other instruments of war while also limiting the negative 

post-traumatic stress effects on drone operators [1]. While the ethics of such a system are blurry, 

it clearly provides a benefit for war and thus would be desired by defense agencies. 
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Theory 

The main shooting mechanism operates as a two part system. First, the turret must 

identify a target using facial recognition. Second, after the target is discovered, the turret must 

properly aim and shoot at the given target. However, with limited time and the resources 

available, the aiming system was unable to be completed and the turret instead simply shot the 

projectile in a straight path at the target. Obviously, this would not be suitable for military 

applications, but would be acceptable for more light-hearted applications such as a child 

guarding their bedroom from their parents. 

In developing the target identification system, there were three primary, yet conflicting 

goals: a high success rate of recognition so that the target would be consistently identified, a low 

false positive rate so that innocent people would not be incorrectly identified as the target, and a 

fast performance such that the target could not move during the facial recognition procedure to 

evade the projectile. 

This project is made possible by recent strides in facial recognition technology. Facial 

recognition technology over the past few years has advanced considerably and a variety of open 

source libraries exist to facilitate the process of facial recognition. Facial recognition is such a 

complex topic that hundreds, if not thousands of papers have been solely dedicated to the topic 

with millions of dollars in research funding appropriated towards the topic each year. For this 

project, the open-source, Apache 2.0 licensed OpenFace library released in October of 2015 by a 

team of Carnegie Mellon researchers led by Brandon Amos with major funding provided by the 

National Science Foundation will serve as the basis for the facial recognition technology. 

Because the project is an application of facial recognition technology as opposed to a project 

directly about facial recognition, the description of the machine learning behind facial 

recognition will be left brief and a more in depth discussion can be found in the original 

OpenFace paper as well as the papers cited by OpenFace. The OpenFace library was specifically 

designed for mobile applications where fast recognition time (in the hundreds of milliseconds) is 

crucial which will allow for fast-enough facial recognition for the purposes of this project. While 

the current state of the art in facial recognition (Google and Facebook’s proprietary systems), is 

superior to OpenFace (per the admission of OpenFace researchers), the public does not have 
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access to the sheer amount of data to train neural networks that companies such as Google and 

Facebook have used so the best publicly available technology is still OpenFace [2]. 

The facial recognition process will begin by first performing face detection on the input 

image from the camera. Face detection aims to find all given faces in the image isolated from the 

rest of the image. The most common form of face detection (a variant of which is used in 

OpenFace) was invented in 2005 and is called Histogram of Oriented Gradients (HOG) [8]. 

HOG works by converting the image into black-and-white such that the image can be 

represented by a simple two dimensional matrix of intensities. The image matrix is traversed and 

for each pixel, the intensities of the adjacent pixels are noted and the direction in which the 

intensity seems to be flowing (from lighter to darker) is marked. Marking the direction in which 

the intensity is changing creates a gradient across the image which allows the image to be 

immune to overall intensity while in essence highlighting edges. However, if this process were 

performed truly for each pixel too much detail would be observed and thus the average of 16 

pixel by 16 pixel squares are used to create the gradient. HOG faces tend to look fairly similar 

and thus the pattern of HOG images can be compared relatively easily with a known dataset [8]. 

However, after much testing, the HOG based face detection was simply not performant 

on a Raspberry Pi. While the HOG based face detection could be run in around hundred 

milliseconds on a modern laptop, the entire process was taking between 7 and 10 seconds on the 

Raspberry Pi. In a production version where custom hardware could be designed so that HOG 

could run on a strong GPU the speed would not be an issue as it was not on a modern laptop. 

However, in a prototype setting where custom hardware is simply not possible, to fix the speed 

issue, the Viola-Jones object detection framework was used instead of HOG even though it is 

less accurate.  

Viola-Jones was the first objection detection algorithm designed for “real-time” use 

(minimum of two frames per second). It works using what are known as Haar-like features.  
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Figure 1: Haar Like Features [9] 

 

 Boxes, as shown in Figure 1 above, are passed through the image subtracting the sum of 

the pixel values underneath the white box from the sum of the pixels underneath the black box. 

Adding all of these values, however, each time is incredibly slow. One of the main contributions 

of Viola and Jones was to use integral images or precomputed sum tables of pixels to make 

summing the pixels instant. Passing each of the types of boxes across the entire image generates 

a huge amount of data none of which is a particularly strong indicator of a face. But, some of 

these features actually do matter such as the fact that in a human the nose-bridge is brighter than 

the eyes. At the same time, however, a singular bright spot in one of the edge features is clearly 

not enough to distinguish a face. Each of these features are known as “weak classifiers” because 

any feature in particular is not helpful, but in combination they are. A process known as 

AdaBoost developed by Freund and Schapire is able to mathematically determine which of the 

weak classifiers (out of tens of thousands) are actually predictive of a face. By combining 

thousands of weak classifiers that are each slightly predictive, a face can be determined [9]. 

The major issues with the Viola-Jones method as opposed to the HOG based system is 

that Viola-Jones is highly sensitive to inconsistent lighting across a face such that if one side of 

the face is dark and the other light a face will not be found [9]. Moreover, Viola-Jones will not 

work if a head is tilted. However, this is less of an issue because humans don’t frequently walk 

around with their head rotated at an angle. But, Viola-Jones took less than 500ms on the 

Raspberry Pi compared to 7-8 seconds for the HOG based system. 
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Once each face is isolated, each face must be normalized to appear as is if the face is 

looking directly towards the camera to avoid mismatches due to different orientations. This 

process, called face landmark estimation and invented in 2014,  is done by identifying 68 

landmarks that exist in a face. A machine learning algorithm can be trained to identify the 

position of these 68 landmarks in the face. Once these landmarks are identified, the image can 

simply undergo an affine transformation to align each face in the exact same manner. Each 

image is also resized to 96 by 96 pixels so that the image is not too large to be processed quickly 

[2].  

Once each face is identified and aligned from the larger photo, the photo must actually be 

matched to the person. This process is done by using a modern machine learning technique 

known as deep learning, i.e, instead of a human telling the computer what to look for in a photo, 

the computer figures it out itself. The neural network identifies 128 measurements and takes 

about 24 hours to train on the highest end graphic cards; however, this is all done by the 

OpenFace library ahead of time. Once the network is trained, measurements can be generated for 

any image almost instantly. Humans have no idea what these 128 measurements actually 

represent as the computer figured it out itself––all that matters is consistency between people of 

those measurements. To actually determine which face belongs to which person, a support vector 

machine (SVM) classifier is used–-a binary variation on a regression from elementary statistics. 

The SVM classifier then outputs the name of the person. Thus, to identify a person a sample 

image simply needs to be put in the algorithm to generate initial measurements and then all 

future faces can be compared to the initial set [8]. 

OpenFace will output a name for each image as well as a probability associated with the 

given name. Thus, even if the image is not trained a name will still output, albeit with a low 

probability. This, however, is not problematic as there will need to be a high confidence 

threshold anyway before firing and the confidence will be very low (for the most part) if the 

person is not in the database [8]. 

As more faces are added to the initial training set, it would be expected that the accuracy 

of the predictions increase. To test this hypothesis, the neural network was trained on four people 

with the same number of images per person. The actual recognition confidence levels per input 
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face are highly dependent on the number of total faces, variance in the training images (in terms 

of lighting, facial expression, angle, etc) and thus it is impossible to come up with a baseline 

level of accuracy, but the effect of adding more training faces can be easily tested. The neural 

network was trained with one, two, three, five seven, nine, and ten input images per person all 

taken the same day in similar conditions and then a different photo, taken on a different day in a 

different location, was used to test the accuracy of the algorithm. The same photo was used in the 

test image across all numbers of training images and as more training images were added, new 

images were simply added to the existing set, e.g, for example, the test with two images used the 

same image as the test with one image plus an additional image. Ideally this test would have 

been performed with a greater number of people and more training images (say up to 100) in a 

wider array of conditions, but gathering test data is very difficult for this due to the requirement 

of willing participants. The results of this rudimentary test are shown in Figure 2 below. 

 

Figure 2: Facial Recognition Confidence Level vs. Number of Training Faces 

 

As the number of training faces increases, the confidence quickly increases, but then 

appears to level off for each of the people following a logarithmic like pattern. Thus, there is a 

point of diminishing returns. Because the point of diminishing returns likely depends on the total 

number of people as well as the differences between the images, it’s hard to say some value x is 
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the point of diminishing returns, but it seems that with just a handful of images (around 6), the 

predictions for a simple test will be good enough. 

The other interesting question is how adding more faces affects false positives. Because 

OpenFace will always guess a face from the training set, the only way to differentiate between an 

unknown face and a match is by using the confidence level. Along with the test to determine how 

accuracy increases with an increased number of initial training images, a person the neural 

network was not trained on was included. The confidence level the neural network outputted in 

its guess vs the number of faces the neural network was trained on per person (once again it was 

trained on four individuals with the same number of images each) is shown in Figure 3 below. 

 

 

Figure 3: Facial Recognition Confidence Level vs. Number of Training Faces for an Unknown 

Face; This Graph illustrates how the confidence level of the face recognition guesses changes 

with an increased number of training faces.  

As Figure 3 demonstrates, with a few images the confidence level on the false face actually 

increases, but then it eventually tapers. The increase is likely due to the greater confidence 

regarding features that are actually in common between the guess and the unknown face, but 

eventually the differences are clear enough that the confidence decreases and then tapers off. 
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Notably, the confidence for the unknown face appears to taper off around the same point as the 

confidence for the known faces in Figure 3––in this case around 6 faces. 

However, in the instance where there is only one target, it makes more sense to simply 

compare an image of the known target to the input image. This process is very similar to the 

classification system, but instead of using an SVM classifier to determine which known image 

the input most closely matches, the representations of the target and input image are simply 

compared. The output of the representation function is simply a matrix so the distance between 

the known representation of the target and the input image are found by calculating the euclidian 

distance between the two representation matrices. The authors of OpenFace suggest that if the 

euclidian distance is below 0.99 the images are likely of the same person, but to adjust for 

accuracy v. false positives this threshold can be adjusted. 

Once the target has been identified via facial recognition, the system is ready to shoot the 

target. Given time constraints for this simple prototype, the turret was stationary and just fired 

straight. However, given more time the system would have determined the optimal angle in 

which to shoot the target. The vertical displacement of a projectile can be given by the 

parametric equation ,  where is the initial velocity of thetsin(θ) gty = v0 −  2
1 2 tcos(θ)x = v0 vo  

projectile, is time, is the angle in which the projectile is shot relative to the horizontal, and t  θ  

is the acceleration due to gravity. The easiest of these parameters to adjust is the shoot angleg  

(in both the x and y directions).Thus, to solve for θ, the distance to the target must be known. 

While the idea of using the camera to estimate distance was explored, estimating distance using a 

camera requires knowing the size of some object and using similar triangles to compare. Due to 

the differences in human body size as well as the other forms of error that are likely to be 

encountered, a more accurate system was chosen instead: a proximity sensor mounted next to the 

camera to actually measure the distance to the target. 

Once the main shooting mechanism identifies a target via facial recognition, it must then 

determine the distance the object is from the turret The most effective way to determine this 

distance is by installing a proximity sensor to the turret. In 1983, Fargo Control developed the 

first useful proximity sensor as a way to measure the range his cattle traveled during the night 

[11]. Today, proximity sensors have been industrialized: they are used to fill Coca-Cola cans, 

12 



detect lead frame impurities, and most recently are used to map the paths for self driving car. 

There are two main types of proximity sensors: inductive and photoelectric. Inductive proximity 

sensors create a magnetic field by running a current through metal wire that is wrapped around 

an oscillating beam. These beams are made out of inductors with high operating distances like 

iron-37 and copper [11]. Operating distances refer to the range a metal can detect substantial 

changes in magnetic field strength. This value, in turn, will affect the distance the proximity 

sensor can detect the presence of an object, otherwise known as the “nominal range” [11]. The 

metal wire oscillates up-and-down with the beam, creating an electromagnetic field. The changes 

in this field is recorded by a threshold circuit that monitors the amplitude of oscillation. When a 

metal object is placed near the electromagnetic field, the field is disturbed and the period of 

oscillation of the metal beam shortened or lengthened depending on the charge of the metal. 

Inductive proximity sensors have a very short range, on average two meters. Different metals 

will have different permeabilities, therefore, the material being detected must be known.  

Photoelectric proximity sensors, on the other hand, have extremely large ranges (average 

10-15 meters) and can measure how distant an object is regardless of its composition. These 

sensors have two main parts: the emitter and the receiver [11]. The emitter releases 

electromagnetic radiation, usually infrared, and detects the amount of time it takes for the 

radiation to travel towards the target, reflect off the target, and excite the receiver. These emitters 

create electromagnetic waves by changing the direction of a current inside a conductor. As the 

charges inside of the conductor oscillate (and accelerate) back and forth very quickly, an 

oscillating electric field is created. Similarly, the implementation of an alternating current (AC) 

will create a magnetic field that travels away from the conductor perpendicular to the electric 

field. These two waves travel through space in phase, creating an electromagnetic wave. When 

infrared radiation reflects off of warm bodies like humans, the radiation travels and intercepts the 

receiver. In order to calculate how far the object is, the time it took for the light to travel is 

multiplied by the speed of light in an atmosphere (299,702,547 m/s). This is the twice the 

distance the object is, therefore this value must be divided by two to give the instantaneous 

distance of the object. In order to expand the range of the proximity sensor, Fresnel lenses are 

used. These lenses condense large images into smaller ones (similar to how an electronic camera 
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works), thereby providing a large range of IR to the sensor. French physicist Augustin-Jean 

Fresnel designed Fresnel lenses for the purpose of expanding the range of lighthouses [8]. His 

design for the lenses allow for a large aperture and short focal length while keeping the mass and 

volume of a traditional lens design. These lense are divided up into sets of concentric annular 

sections. This technique essentially breaks up the continuous surface of a standard lense and 

implements stepwise discontinuities between them. 

 

Figure 3: Light Source Refracted and Condensed Using Fresnel Lens 

 

Once the distance to the the target is known, the angle can be solved for using the equation

 where v is the initial speed of the projectile and g is theθ arctan( ) =  gx
v ± 2 √v −g(gx +2yv )4 2 2

 

acceleration due to gravity.  This equation is derived by simply solving the parametric equations 

,  for θ. One thing this equation does not take into account istsin(θ) gty = v0 −  2
1 2 tcos(θ)x = v0  

air resistance. Air resistance would complicate the model, however, and thus will only be looked 

into if the initial prototype proves inaccurate due to the missing air resistance component. 

The turret system would then rotate to the correct angle (the gimbal system is described 

in the design section) and fire by dropping a bullet in between two spinning discs (the firing 

mechanism is also described at length in the design section) which accelerate the bullet outward.  
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Servomechanisms, better known as servos, are small devices that have an output shafts 

that can be used to rotate various mechanisms. These output shafts can be manipulated such that 

the angular position of the shafts can be made near exacts, with an approximate error of .1% 

[10]. Inside of a servo is a small DC motor, potentiometer, and a small control circuit. The motor 

is connected to various gears that rotate the servo shaft. As the motor rotates, the potentiometer 

measures the change in resistance and send this information to the control circuit. These values 

can be used to regulate how much movement there is and in which direction the servo is rotated. 

Once the shaft rotates to a desired position, the power supply to the DC motor is stopped, thereby 

stopping the rotation. Servos are controlled by sending electrical pulses through a control wire, a 

method of variance called pulse width modulation (PWM). The distance the servo shaft travels is 

dependent on the period of the pulse, and each servo has an angle-rotation limit of 180 degrees. 

[10] 

 

 

 

Figure 4: Example of Servo PWM Modulation 

 

 

Design 

There were many gimbal designs considered throughout this project. The first being a 3D 

model that allowed for complete accessibility to changes in dimensions initially. However, due 
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to the high susceptibility of change of the gimbal, it was ultimately decided to not use a 3D print 

model as each print job required nearly an entire day. Following this design, a prototype “L” 

base was constructed using two 2x4 blocks of wood. These blocks were cut attached to each 

other, having overall dimensions of 8x4x6 inches. While this design allowed for much more 

customizability in shorter time periods, it was much heavier than desired. The wood blocks are 

also incredibly difficult to cut down in size, especially in terms of the thickness of the blocks. 

After using this prototype for a few days, it was realized that the high demand to change small 

details about the overall structure—positions of servos, length of turret base, and wire 

management—made for redesigns so often that cutting the wood and attaching them together 

requires too much time that could be spent doing other important tasks.  

The final design for this project was a laser cut wood based gimbal that was 9.13x3.5x7.5 

inches. ¼ inch wood was used for the for bottom face that holds the Raspberry Pi and circuit 

board. The side faces were ⅛ inch wood as not as much foundation was needed, and as the 

weight of the gimbal was also taken into consideration. The first servo was originally attached at 

the center of the base, but later shifted 1.5 inches to the right to counter the center of balance of 

the gimbal. This servo was capable of rotating 180 degrees, and worked fine while testing. 

However, it was found that the servos would constantly shake while it should in theory have 

been at rest. It is suspected that this was the consequence of insufficient current running through 

the servos as the shaking stopped when a power supply was used, and not a 9v battery. The 

second servo was attached to one of the side panels. A wood block that is .75x2x1 inches with a 

¼ inch hole was then epoxied to the servo and that to a ¼ inch steel rod that held the base for the 

turret. A ¼ inch hole was laser cut in the opposite end that help the rod in place. The base for a 

turret, like the base for the gimbal, is a laser cut 5.5x3.5x1 inch base that help the container for 

the bullets, camera for Raspberry Pi, and the Nerf Gun. A third and final servo (though this time 

a micro-servo) was used to push Nerf bullets from its container into the Nerf gun. A small wood 

poles, .125 in in diameter, was connected to the servo to increase its reach.  

The Raspberry Pi Camera was put at the front of the turret and was place to the side of 

the Nerf gun. This made it simple to determine whether or not a the bullets were within reach of 

the target. The Raspberry Pi was velcroed to a 2x1 inch square of laser cut wood.  
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In order to control the on/off state of the Nerf gun, a transistor was used. The Raspberry 

Pi could not supply enough power to the gun to have it shoot at great distances, so instead a 

power supply provided the current while the RPI simply turned the transistor on and off.  

 

 

Figure 5: Proximity Sensor Circuit with Raspberry Pi 
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Figure 6: Micro Servo with Raspberry Pi 
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Figure 7: Nerf Gun and Transistor Circuit 
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Figure 8: CAD of Gimbal from Bottom-Right View 
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Figure 9: CAD of Gimbal from Top-Right View 

Figure 10: CAD Removed Two-Part Missile Gun 
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Figure 11: Dimensions and Schematic of Gimbal 

 

 

In addition to a mechanical component, there is also a large software component. An 

in-depth discussion of the underpinnings of the software is provided in the theory section of this 

paper. But, the general software design is straightforward. As soon as the Raspberry Pi boots up, 

a python script is run to download an image of the target from an Amazon Simple Storage 

Service (S3) bucket. By placing all of the images in S3, changing the target on the fly does not 

require physical access to the Pi. While for demo purposes, only one image is expected for a 

singular target, it would be trivial to add support for multiple targets and multiple images using 

the SVM classifier discussed in the theory section as it has already been tested on the system (but 

would be less accurate for a singular target). 
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Once the facial recognition library has been trained to recognize the target, the main 

shoot code is run. A python script constantly gets a frame from the camera and then determines if 

the frame contains the target by calculating the euclidian distance between the neural network 

representation of a known image of the target and any face in the captured frame. If the euclidian 

distance is less than a certain threshold, the firing mechanism is initiated by turning on the 

motors that power the gun, pushing a bullet into the gun using a servo, and then turning off the 

gun. This basic process is illustrated in Figure 12 below. 

Figure 12: Preliminary Code Overview 

 

The software is essentially organized into three files in addition to all libraries and dependencies. 

The first file, main_shooter.py is the primary center of operations. This is the file that gets each 

frame from the camera, performs the facial recognition, and then actually loads the bullet/fires 

the gun. The brains behind the facial recognition, however, is located in FaceCompare.py. All of 

the actual code to handle the facial recognition can be found in that file. Finally, resources.py 

handles the downloading of the target from an Amazon S3 bucket.  
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The software was fully designed to be extendable. By separating out the face recognition 

and target selection code into separate classes, it would be very easy to change the underpinnings 

of facial recognition, add aiming code into main_shooter.py, or change the method in which the 

target is downloaded by simply altering resources.py. The raw source code is provided in 

appendices B,C, and D. 

 

Results 

In measuring the success of this project, four variables were taken into account: 

percentage correct matches (accuracy), percentage false positives (how often would someone not 

the target get killed), recognition speed, and maximum distance for face recognition to work. 

Had time permitted to develop the aiming system, accuracy data around the aiming system 

would have also been measured. Each of these variables are interdependent; distance can be 

increased at the sacrifice of speed, accuracy can be increased at the sacrifice of increasing false 

positives and vice versa, and accuracy can be increased by decreasing speed. Thus, much of the 

work is about finding a balance between each of the variables. But, as discussed in the theory 

section, a production version could use superior hardware to a Raspberry Pi making many of the 

optimizations made during this project unnecessary increasing accuracy. 

To test for accuracy, both “real life” and more contrived test scenarios were developed. 

Based on the difficulty of acquiring a large sample size of physical humans, it is very difficult to 

test a real life scenario with actual people walking in front of the turret in a way that can generate 

a “true” level of accuracy. However, it is not very difficult to generate a large database of images 

of people in general. Thus, a benchmark accuracy level can be determined using an unrealistic 

situation of posing in front of a DSLR camera. To generate this benchmark accuracy level, a 

photo of one of the paper’s authors, Jason Scharff, was compared to every photo in the Menlo 

School “Knightbook” directory (2048 images) using the same facial recognition technique as in 

the actual turret. For consistency purposes, this code was run on the same Raspberry Pi as the 

actual turret.  

Figure 13 below shows the results of this contrived test. The X axis is each image 

numbered 1 through 2048 while the Y axis shows the euclidian distance between the image of 
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the person and the source image. The orange line indicates the recommended threshold of 0.99 

from the authors of the OpenFace library. 

 

Figure 13: Euclidian Distances Between Neural Network Representation of Images from Menlo 

School Directory and a Given Target 

 

In this highly contrived test, 10.2% of the pictures were below the recommended 

threshold of 0.99. However, by reducing this threshold to 0.8, the false positive rate would drop 

to just 5.3%. This sacrifice would, however, come at the cost of reduced accuracy. 

The main issue with this test is all of the images are high-resolution, close up, 

professionally taken photos of the subject. The real world is not that kind. The difficulty is a 

real-world test with a large sample size requires huge amounts of resources to conduct which 

was not possible. By the same token, however, a contrived scenario is clearly going to give a 

worse approximation of the true accuracy. than any sort of real-world application. Thus, to 

supplement the directory test (where the quantity of images is large), two subjects were asked to 

walk in front of the turret at a fixed distance while the turret simultaneously performed face 

recognition comparing the image to a fixed target. Each subject was asked to do this twice, one 

time where they would look straight at the camera and another where they were told to angle 

their face slightly away from the camera. The results of this test can be seen in Figure 14 below. 

The OpenFace recommended threshold of 0.99 is provided as guidance. 
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Figure 14: Euclidian Distances Between Neural Network Representation of Images From 

Subjects Walking in Front of Camera at a Fixed Distance and a Given Target 

 

The average data across each subject is summarized in Table 1 below. 

Subject Euclidian 
Distance 

Mean 

Euclidian 
Distance 
Median 

Euclidian 
Distance 
Standard 
Deviation 

Number of 
Total 

Images 

Number of 
Images 

Below 0.99 
Threshold 

Percent 
False 

Positives 

A, Straight 1.68 1.71 0.165 58 0 0% 

A, Angled 1.56 1.55 0.233 79 1 1.27% 

B, Straight 1.10 1.17 0.197 47 16 34.04% 

B, Angled 1.50 1.55 0.261 54 0 0% 

Average 1.46 1.50 0.214 59.5 4.25 8.83% 

 

Table 1: Summary Data for Euclidian Distances Between Target and Subjects in Front of 

the Camera at a Fixed Distance 

The average false positive rate came to 8.83% with the majority of the error concentrated 

in the subject B straight image. However, with only two subjects and one target this number 
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cannot be 100% accurate.  Moreover, most of the error appears to concentrated in the subject B 

straight case. In a sense, this result should seem logical: subject B must look more like the target 

than subject A and angling the face must distort it slightly (the input image of the target was 

straight on). However, because the face is actually adjusted in the recognition process there 

should, in theory, be no difference between the straight and angled images. This appears to not 

be true. A two sample t-test was run between the straight and angled photos for both subject A 

and B, the results of which are shown in Table 2 below. 

 

Null Hypothesis t Degrees of Freedom P-Value 

Straight A = Angled 
A 

3.52 134.85 5.72 * 10-4 

Straight B = Angled 
B 

-8.75 97.14 6.44 * 10-14 

 

Table 2:  Two Sample T-Test Between Straight and Angled Photos 

The p-value between the straight and angled images for both subject A and B is below the 

standard alpha of 0.05 (substantially so) and thus it can be deemed that the facial recognition 

does not perfectly account for pose. Thus, in the short term, the facial recognition process must 

include some buffer for pose. In the long term, there is still research to be done on more 

accurately adjusting for pose. Importantly, this result indicates the facial recognition technology 

isn’t quite ready for an industrial application if the downside of inaccuracy is an innocent death. 

On the other side of the false positive rate, is the actual accuracy of the face recognition. 

Determining the accuracy rate, once again, leads to an issue where there are simply not enough 

subjects to get an accurate estimate. To test, the target the turret was set to walked in front of the 

turret at a fixed distance with the turret constantly performing facial recognition. Once again, this 

test was performed both with the subject at an angle and the subject looking straight at the 

camera. The results of this test are shown in Figure 16 below where the OpenFace recommended 

threshold is added for guidance. 
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Figure 16: Euclidian Distance Between Known Image of Target and Target Standing a Fixed 

Distance in Front of the Camera 

 

Notably, 100% of the time for both the straight and angled photos the target would have been 

matched. The full data is summarized in Table 16 below. 

 

 

Subject Euclidian 
Distance 

Mean 

Euclidian 
Distance 
Median 

Euclidian 
Distance 
Standard 
Deviation 

Number of 
Total 

Images 

Number of 
Images 

Below 0.99 
Threshold 

Percent 
Matches 

Straight 0.584 0.607 0.104 52 52 100% 

Angled 0.710 0.709 0.0589 50 50 100% 

Average 0.647 0.658 .081 51 51 100% 

 

Table 16: Summary of Euclidian Distances Between Known Image of Target and Target 

Standing a Fixed Distance in Front of the Camera 
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Based on this data, it would seem as if the facial recognition was absolutely perfect and that the 

threshold should be lowered. But, in a test where the distance was altered the numbers did not 

appear this beautiful. If anything, the lesson learned is the facial recognition is inconsistent at 

times. 

In addition to accuracy, time is important. If it takes too long to perform the face 

recognition, a target could, in theory, notice and escape. Thus, in addition to optimizing for 

accuracy, speed was optimized for as discussed in the theory section. For each of the accuracy 

tests (with and without the target and with straight and angled faces), the time was recorded. 

Each of the tests were run on a fresh boot of the Raspberry Pi. Summary data of the times is 

provided in Table 17 below. 

 

 

Target Average Time Standard Deviation Number of Images 

A, straight 1.63s 0.33s 58 

A, angled 1.28s 0.11s 79 

B, straight 1.97s 0.47s 47 

B, angled 1.61s 0.33s 54 

C, straight 1.87s 0.092s 52 

C, angled 1.84s 0.18s 50 

Average 1.70s 0.25s 56.67 

 

Table 17: Summary of Facial Recognition Speed 

Much of the variance, however, can be attributed to background processes managed by the 

operating system. Each facial recognition operation should be practically the same given the 

same size face and image. However, the OS manages other processes which occupy resources 

leading to a high standard deviation. In a more production ready environment, OS resources 

could be better managed by using a custom operating system reducing both average time and 

standard deviation. However, even 1.70 seconds as an average is not terrible. 
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The final metric measured was the effect of distance as well as the maximum distance. 

The limiting factor in terms of the distance is simply the size of the face in the image in pixels. 

The larger the face, the more detail is present and the more accurate face recognition can occur. 

However, if the images taken by the camera were too large, the face detection process would be 

too slow for our needs. To test the effect of distance on accuracy, the turret was trained on a 

target and then the target was asked to stand in front of the turret at different distances with the 

turret continuously performing face recognition. This data can be summarized in Table 18 below. 

 

Distance Mean Euclidian 
Distance Between 
Known Image of 
Target and Target 

Standard Deviation of 
Euclidian Distances 

Percentage of 
Matches using 0.99 
as Threshold 

2 feet 0.433 0.111 100% 

4 feet 0.3673 0.109 100% 

6 feet 0.3544 0.154 100% 

7 feet 0.7674 0.319 80% 

8 feet N/A N/A 0% 

Table 18: Summary Data of Distance vs. Accuracy 

 

Starting at 8 feet, the library stopped being able to find any faces in the image. This could likely 

be alleviated, as discussed, by using larger images, but this would slow down the face detection 

process and a max distance of 7 feet is acceptable for demo purposes. Notably, accuracy does not 

appear to change much between 2 and 6 feet, yet at 7 feet decreases dramatically. Thus, it is safe 

to say that the the turret works at a distance up to 6 feet reliably. 

While much of the results are not very reliable due to a low sample size, the results can 

be summarized into the following specification table. Moreover, with more time, different 

parameters could be adjusted (such as the camera resolution and threshold) to create a more ideal 

balance of time, accuracy, false positives, and max distance. 
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Specification Value 

Accuracy 100%* 

False Positive Rate, Theoretical 10.2% 

False Positive Rate, Real World 8.83% 

Face Recognition Time 1.70s 

Maximum Distance 6 feet 

 

Table 19: Summary Table of Turret Specifications 

 

 *In testing with a distance less than the maximum distance, the target was correctly identified 

100% of the time. However, this is likely in part due to chance––the true accuracy is likely in the 

high 90s. 

 

Conclusion 

Unfortunately, due to time constraints the aiming system was unable to be fully 

developed. While the servos were mounted just before the project deadline, they would 

consistently move even when they were supposed to be idle making aiming all but impossible to 

test. While the firing mechanism was able to be finalized, without the aiming system, the bullet 

would simply fire in a straight line, albeit consistently. Thus, the only aspect able to be fully 

tested was the facial recognition component. 

The facial recognition component works well enough for a demo. Using the 

recommended threshold of 0.99 from the authors of the OpenFace facial recognition library 

between representations of images to indicate a match, the turret was able to identify the target 

accurately 100% of the time at a distance up to 6 feet in appropriate lighting conditions. 

However, the false positive rate of 8.83% in the real-world test or 10.2% in a more contrived 

scenario, is simply too great to be used in a real-world application where a false positive would 

lead to the death of an innocent life. While the false positive rate could likely be reduced to 5% 

31 



by reducing the threshold at a cost to accuracy, even a rate of 5% false positives is too high for 

an application where human lives are at risk. 

At the same time, however, facial recognition is still in its infancy. Some of the 

algorithms used in this project were developed in the last 5 years. Part of face recognition is 

supposed to account for pose, yet there was still a statistically significant difference in 

representations of faces looking straight at the camera and those at an angle. With further 

development in machine learning technology, it is very likely the false positive rate could go 

down substantially. Already Google’s proprietary algorithms have recorded a better rate of face 

recognition than humans––it can’t be long until software of a similar caliber is available to the 

government or even the public. With better face recognition technology, the question becomes 

about an ethics. Do we want a computer pulling the trigger? 

 

Next Step 

During the Menlo Maker Faire all of the components of the project were working. 

Needless to say, not all of the components were in sync. During the demo the facial recognition 

software was presented and the gimbal’s ability to load bullets and shoot when a target is 

recognized. However, the gimbal was not capable of using its servos to rotate towards the target, 

thereby aligning itself. Unfortunately, there was not enough time to program the servos so that 

the Nerf gun would be able to face and attack the target. In order to accomplish this goal, more 

communication between the mechanical and software components of the projects is required. 

The bottom servo (controlling the gimbal foundation) is responsible for movement along the X 

axis and the second servo controlling the turret is responsible for movement along the Y axis. 

Programming the right angles the servos need to move at should not require a lot of time, but due 

to conflicting schedules and lack of time due to AP exams, it became difficult to merge the 

mechanical and software components of the project towards the end. 

Once this initial design is completed and fully functional, the next step is to cut down the 

size of the gimbal to its minimal components. One of the biggest reasons why the gimbal was not 

placed onto the RC car and a drone was because of its weight. The gimbal has enough inertia 

such that when the RC car would make any slight turn, it would be pulled in the direction tangent 
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to the path the car is traveling along. One way this could be accomplished is by thinning the 

wood base and making it shorter than the current 7.5 inch height. Similarly, a smaller body 

would mean that not as much torque is required to rotate the gimbal. Finally, replacing the metal 

rod that binds a servo to the turret would greatly lower the weight of the gimbal. This was 

attempted various times throughout the project, however, it was found that wood poles would 

often break as a consequence of the high torque. However, this issue would become resolved 

once the large servos are replaced with smaller ones. 
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Appendix A: Parts List 

Part Description Rationale Vendor Price 

Nerf Rebelle Rapid 

Red Blaster 

To disassemble and 

use as the primary 

firing mechanism 

Amazon 15.50 

Standard servo - 
TowerPro SG-5010 - 
5010 
 

To control the X and 

Y rotation for the 

aiming system. 

Added to the final 

assembly, but never 

used due to time 

constraints. 

Adafruit 12.00 
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Appendix B: Main Shooter Code (main_shooter.py) 
#import library to store camera output as array 

from picamera.array import PiRGBArray 

#import raspberry pi camera library 

import picamera 

#import numpy to handle matrix operations 

import numpy as np 

#import opencv for face detection using viola-jones 

import cv2 

#import time to allow for delays 

import time 

#import custom FaceCompare class to run facial recognition 

from FaceCompare import FaceCompare 

#import library to control GPIO pins and, in turn, servos 

import RPi.GPIO as GPIO 

 

 

 

TRANSISTOR_PIN = 23 #pin for the transistor controlling the gun 

SERVO_PIN = 18 #pin for the servo to feed in the bullets 

 

 

camera = picamera.PiCamera() #turn on the raspberry pi camera 

#set the raspberry pi camera resolution to 640 by 480. Keeping the resolution 

#small increases performance, but decreases max distance. 

camera.resolution = (640,480)  

 

#create variable to dump camera output as an array 

array_capture = PiRGBArray(camera) 

 

#create custom face recognition object. 

face_compare = FaceCompare() 

 

#function to get a frame from the camera in the form of a numpy matrix. 

def get_frame(): 

#remove the old data in the array capture object 

array_capture.truncate(0) 

#save the current camera output into the variable array capture. 
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camera.capture(array_capture, format="bgr") 

#get the numpy array from the array capture object 

array = array_capture.array 

#return the numpy array representing the output from the camera. 

return array 

 

#function to fire the gun 

def fire(): 

#turn on the gun 

GPIO.output(TRANSISTOR_PIN, True) 

time.sleep(0.25) #wait for the gun to actually turn on 

SERVO.start(99) #feed a bullet into the gun 

time.sleep(3) #wait for the bullet to actually enter the gun 

GPIO.output(TRANSISTOR_PIN, False) #turn off the gun 

SERVO.ChangeDutyCycle(5) #move the bullet feeding servo back to prepare for next shot 

time.sleep(1.5) #wait for the bullet feeding servo to actually move 

SERVO.stop() #turn off the bullet feeding servo to save power/ 

 

time.sleep(5) #wait 5 seconds before shooting again. 

 

 

#function defining the main loop of the turret. 

def main(): 

#continue forever. 

while True: 

#take a photo using the camera 

frame = get_frame() 

#check if there is a face in the photo that matches the target 

face = face_compare.compare(frame) 

#if there is a match on the target 

if face is not None: 

#set variable x equal to the x coordinate of the face in the image 

x = face[0] 

#set variable x equal to the x coordinate of the face in the image 

y = face[1] 

#set variable width equal to the width of the face in the image 

width = face[2] 

#set variable height equal to the width of the face in the image 

height = face[3] 
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#had time allowed, the turret should pivot using x,y,width, and height. 

#however, with limited time, the turret will just always fire the 

weapon. 

fire() #fire the next bullet––straight. 

 

#clear face variable from memory 

face = None 

#clear image from camera from memory 

frame = None 

 

 

#function to configure the GPIO pins when the script is run.  

def configure_gpio(): 

#use the global variable servo for the bullet feeding in mechanism so SERVO can be 

accessed throughout the program. 

global SERVO 

#use the Broadcomm numbering scheme for pins on the raspberry pi. 

GPIO.setmode(GPIO.BCM) 

#set the transistor pin as an output. 

GPIO.setup(TRANSISTOR_PIN,GPIO.OUT) 

#set the servo pin as an output. 

GPIO.setup(SERVO_PIN,GPIO.OUT) 

#create a variable servo to be able to control the bullet feeding mechanism using PWM. 

SERVO = GPIO.PWM(SERVO_PIN,50) 

 

 

#if this file is called directly (not imported) 

if __name__ == "__main__": 

#configure the appropriate connection pins. 

configure_gpio() 

#run the main loop. 

main() 

 

Appendix C: Facial Recognition Code (FaceCompare.py) 

Note: Much of the facial recognition code requires the OpenCV and OpenFace dependencies in 

addition to pre-trained models from their respective authors. 
import cv2 #import opencv for viola-jones face detection 
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import os #import os to interface with file system to open model files. 

import numpy as np #import numpy to handle matrix math 

import openface #import openface library for face recognition. 

from resources import Resources #import custom Resources class to download target image from 

Amazon Simple Storage Service 

 

#encapsulate all of face recognition into a single class to be re-used. 

class FaceCompare(): 

 

    #constants 

 

    #size to resize faces to so all faces compared are the same size. 

    IMAGE_DIMENSION = 96 

    #the openface library reccomended threshold for determining if two faces are the same 

person. 

    COMPARISON_THRESHOLD = 0.99 

    #the maximum size an image can be for face detection to increase speed. 

    #all images are re-sized down to have both dimensions below this for speed reasons. 

    MAX_IMAGE_DIMENSION = 400 

 

 

    #initializer function called upon creation of FaceCompare object. 

    def __init__(self): 

        #call configure function to oepn all necessary models. 

        self.configure() 

 

 

    #function to open all necessary machine learning models. 

    def configure(self): 

 

        #get the directory this file is in. 

        fileDir = os.path.dirname(os.path.realpath(__file__)) 

        #get the directory where models will be stored. 

        modelDir = os.path.join(fileDir,'openface/models') 

 

        #get the directory where models for the dlib dependency of openface are stored. 

        dlibModelDir = os.path.join(modelDir, 'dlib') 

        #get the directory of the face alignment predictor model 

        dlib_model = os.path.join(dlibModelDir, "shape_predictor_68_face_landmarks.dat") 
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        #create an object using OpenFace to quickly align faces using the face alignment 

predictor model 

        self.align = openface.AlignDlib(dlib_model) 

 

 

        #get the directory where models for opencv actions are stored. 

        opencvModelDir = os.path.join(modelDir, 'opencv') 

        #get the directory of the viola-jones cascade model for face detection. 

        opencv_model = os.path.join(opencvModelDir, "haarcascade_frontalface_default.xml") 

        #create an object to perform face detection using the viola-jones method + opencv. 

        self.face_cascade = cv2.CascadeClassifier(opencv_model) 

 

        #get the directory where models for openface models are stored. 

        openfaceModelDir = os.path.join(modelDir, 'openface') 

        #get the directory where the face recognition model is stored. 

        #must use an ascii version of the model instead of the default as the default is 

pre-compiled for x86 and 

        #thus will not work on Raspberry Pi which is ARM. 

        openface_model = os.path.join(openfaceModelDir, 'nn4.v1.ascii.t7') 

        #create a neural network object using the openface model to perform face recognition. 

        self.network = openface.TorchNeuralNet(openface_model, imgDim=self.IMAGE_DIMENSION) 

 

        #create instance of custom class resource using the AWS access key and secret to 

download an image of the target from Amazon S3. 

        r = Resources(os.environ['AWS_ACCESS_KEY'], os.environ['AWS_SECRET']) 

        #get the target from S3. 

        target = r.get_target() 

 

        #if there is no target found raise an exception. Nothing can be done. 

        if target is None: 

            raise ValueError('Empty target') 

  

        #generate a representation of the target using openface. 

        #each candidate will then be compared to this target representation. 

        self.target_representation = self.get_representation(target, multiple=False)[1][0] 

 

 

    #function resize an image so that both width and height are less than the max image 

dimension. 
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    #allows for an increase in speed. 

    def resize_image(self,image): 

 

        #get the height of the input image 

        height = float(image.shape[0]) 

        #get the width of the input image 

        width  = float(image.shape[1]) 

 

        #if the width is the larger dimension and the width is larger than the max image 

dimension. 

        if width >= height and width > self.MAX_IMAGE_DIMENSION: 

            #calculate the new height using width = max image dimension 

            height = (height/width) * self.MAX_IMAGE_DIMENSION 

            #set the width to the max image dimension. 

            width = self.MAX_IMAGE_DIMENSION 

        #if the height is the larger dimension and the height is larger than the max image 

dimension. 

        elif height > width and height > self.MAX_IMAGE_DIMENSION: 

            #calculate the new width using height = max image dimension 

            width = (width/height) * self.MAX_IMAGE_DIMENSION 

            #set the height to the max image dimension 

            height = self.MAX_IMAGE_DIMENSION 

 

        #pixels are integers so convert the calculated height to an integer 

        height = int(height) 

        #pixels are integers so convert the calculated width to an integer 

        width = int(width) 

  

        #actually resize the image using opencv. 

        resized_image = cv2.resize(image, (width, height)) 

        #return the resized image 

        return resized_image 

 

 

    #function to generate a representation of a face using the neural network. 

    def get_representation(self,image, multiple=True): 

 

        #resize the image, if necessary, to be less than the max image dimension. 

        resized_image = self.resize_image(image) 
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        #get the height of the resized image 

        height = resized_image.shape[0] 

        #get the width of the resized image 

        width  = resized_image.shape[1] 

 

        #convert the image to rgb, just to standardize everything first. 

        rgb_image = cv2.resize(resized_image, (width, height), interpolation=cv2.INTER_AREA) 

        #convert the image to grayscale as facial recognition does not need color. 

        gray = cv2.cvtColor(resized_image, cv2.COLOR_BGR2GRAY) 

 

        #find all faces in the image using the Viola-Jones method. 

        faces = self.face_cascade.detectMultiScale( 

            gray, 

            scaleFactor=1.1, 

            minNeighbors=5, 

            minSize=(30, 30), 

            flags = cv2.cv.CV_HAAR_SCALE_IMAGE 

        ) 

 

        #create an array to store the representation of each face found. 

        representations = [] 

        #iterate through each face found in the image 

        for f in faces: 

 

            x = f[0] #x coordinate of left corner of face 

            y = f[1] #y coordinate of left corner of face 

            w = f[2] #width of face 

            h = f[3] #height of face 

 

            #convert the opencv rectangle into a dlib rectangle which openface expects. 

            dlib_rect = dlib.rectangle(x,y,x+w,y+h) 

 

            #align the face so that each landmark is in the same place for all images. 

            #fixes issues that would be caused by a different pose. 

            alignedFace = self.align.align( 

                self.IMAGE_DIMENSION, 

                rgb_image, 

                dlib_rect, 
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                landmarkIndices=openface.AlignDlib.OUTER_EYES_AND_NOSE) 

 

            #if the face was able to be aligned/no error occured in the alignment process. 

            if alignedFace is not None: 

                #calculate the representation of the face using the openface neural network. 

                representation = self.network.forward(alignedFace) 

                #add the calculated representation to the array of reps. 

                representations.append(representation) 

 

        #return the coordinates of the faces and their associated representations. 

        return (tuple(faces),tuple(representations)) 

 

 

    #function to compare an image to the target. 

    #only function that will be directly called by outside classes. 

    def compare(self,candidate): 

        #find all faces in the input image 

        faces = self.get_representation(candidate) 

 

        #get the coordinates of the faces found in the image 

        face_coordinates = faces[0] 

        #get the representation of each face found in the image. 

        representations = faces[1] 

 

        #if no faces were found, return None 

        if len(representations) == 0: 

            return None 

 

        #create a variable to keep track of which face is being compared. 

        i = 0 

 

        #iterate through each representation found in the image. 

        for r in representations: 

            #find the distance between the representation and the target. 

            distance = r - self.target_representation 

            #convert the distance into a euclidian distance by finding the dot product with 

itself. 

            euclidian_distance = np.dot(distance, distance) 
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            #if the euclidian distance is less than the threshold a match is found 

            if euclidian_distance < self.COMPARISON_THRESHOLD: 

                #a match is found, return the coordinates of the face. 

                return face_coordinates[i] 

 

            #increase i to keep track of which face is being compared. 

            i += 1 

 

        #no match found by end of the function, explicitly return None. 

        return None 

 

 

 

Appendix D: Resource Downloading Code (resources.py) 
import boto.s3.connection #import library to connect with Amazon S3. 

import os #import os to interface with file system. 

import shutil #import shutil to help interface with file system 

from os import listdir #import ability to list all files in a directory 

from os.path import isfile, join #import more file management functions 

import cv2 #import opencv to handle images. 

 

 

#encapsulate code to download target as a class 

#so that the underlying mechanism can be changed without affecting other code. 

class Resources(object): 

 

    #the name of the amazon s3 bucket containin the target. 

    BUCKET_NAME = 'asr.recognition' 

    #the name of the directory to store the images locally. 

    RESOURCES_URL = 'resources/' 

 

    #the initializer function. When creating a resource object, an AWS access key and secret 

    #must be passed as parameters in order to connect o S3. 

    def __init__(self, access_key, secret_key): 

        #initialzie a connection to S3. 

        self.connection = boto.connect_s3 ( 

            aws_access_key_id=access_key, 

            aws_secret_access_key=secret_key, 
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            host='s3-us-west-2.amazonaws.com', 

            calling_format=boto.s3.connection.OrdinaryCallingFormat(), 

        ) 

        #set a variable indicating the number of files in the bucket to 0 

        self.count = 0 

        #download the target from S3. 

        self.download_resources() 

 

    def download_resources(self): 

        #set the number of files to 0 

        self.count = 0 

        #get the directory this file is in. 

        dir = os.path.dirname(__file__) 

        #connect to the bucket on S3. 

        bucket = self.connection.get_bucket(self.BUCKET_NAME)  

        #create a variable indicating the path to store the downloaded image. 

        base_directory = os.path.join(dir, self.RESOURCES_URL) 

 

        #if the bucket in S3 can be reached and there is already an image in the local 

directory 

        #where the images are stored 

        if bucket is not None and os.path.exists(base_directory): 

            #delete the local version of the target. 

            shutil.rmtree(base_directory) 

 

        #iterate through each file in S3. 

        for key in bucket.list(): 

            #local path to store the image from S3. 

            path = self.RESOURCES_URL +  key.key 

 

            #amazon s3 stores directories as part of the filename 

            #get the part of the directory which is supposed to connote a folder if it exists. 

            #while this should never happen currently, this capability allows this to be 

extended to multiple targets 

            directory = path.rsplit('/', 1)[0] 

            #take the s3 directory and append it to the base directory this file is in. 

            directory = os.path.join(dir, directory) 

 

            #if the directory the image is supposed to go in does not exist, create it. 
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            if not os.path.exists(directory): 

                os.makedirs(directory) 

 

            #get the full local path of the image to download. 

            filename = os.path.join(dir, path) 

 

            #download the file from S3 to the given filename 

            res = key.get_contents_to_filename(filename) 

            #increase the number of files downloaded by 1. 

            self.count += 1 

 

 

  #function to get the singular target image and return the image as a numpy array. 

    def get_target(self): 

        #if the total number of images downloaded is equal to 1. 

        #will as of now fail if this is not true. 

        if self.count == 1: 

            #get the directory this file is in 

            dir = os.path.dirname(__file__) 

            #get the directory the target is stored in 

            path = os.path.join(dir, self.RESOURCES_URL) 

 

            #list all files in the resources directory. 

            onlyfiles = [f for f in listdir(path) if isfile(join(path, f))] 

            #if there is only one file in the resources directory (as of now must be true) 

            if len(onlyfiles) == 1: 

                #get the directory of the only image in the resources directory 

                image_path = os.path.join(path, onlyfiles[0]) 

                #open the image of the target and return it as a numpy array. 

                return cv2.imread(image_path) 
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