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I. Abstract 

Security systems are prevalent in today's society, whether they're used in public areas or 
in private houses. The goal of this project was to build a motion-sensor based home security 
system with facial recognition to determine when the alarm should be turned off. PIR sensors 
were used to detect motion, and the open source project called OpenFace was used to implement 
facial recognition. The PIR sensors were found to have a range of 11 feet, with accuracy 
decreasing from 98% at 1 foot away from the sensor to 20% at 11 feet away. The facial 
recognition system could be adjusted to have a 90% accuracy, with a 15% false positive rate. 
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II. Introduction 
Motivation 

This project was inspired by the numerous security systems used in today's society. There 
are cameras used in most retail stores, and it is common to see lawn signs in residential areas, 
warning that a home is protected and monitored by a security system. The purpose of these 
systems is to deter crime and catch criminals—the FBI's Uniform Crime Reporting (UCR) 
Program estimates that in 2016, there were over 1.5 million burglaries in the United States. This 
breaks down to one burglary every 21 seconds. Given that the average dollar loss per burglary 
was over $2000, it is no surprise that businesses and homeowners are looking for ways to protect 
themselves from this type of theft. [1] Alarm systems are commonly used to prevent crime, as 
homes without these systems are up to three times more likely to be subject to a burglary than 
homes with the security systems. 
 
History 

The idea of a security alarm dates back to the early 1700s, when Englishman Tildesley 
mechanically linked a set of chimes to a door lock so that when an intruder attempted to unlock 
the door, the chimes would sound. [2] 

In the 1850s, Augustus R. Pope invented his own security system. His system consisted 
of magnetic contacts on windows and doors that were wired to a bell. As shown in Figure 1, the 
circuit was normally open, but when a window or door was opened, the circuit would be closed, 
allowing current to flow through a spring loaded armature connected a bell hammer. A nearby 
electromagnet, also activated by the closed circuit, would cause this armature, and thus the bell 
hammer, to swing and hit the bell. The resulting vibration of the bell would cause the ringing 
alarm sound. Although these alarms could easily be shut off by simply closing the window or 
door, they were still able to work as deterrents. 
 

 
Figure 1: A diagram of the circuit that controlled Pope's alarm system [3] 
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In 1871, Edward A. Calahan created the first monitored alarm system, where the system 
was monitored by telegraphs. [4] Marie Van Brittan Brown built upon this idea of a monitored 
alarm system when she patented the first closed circuit television security system in 1969. She 
used a camera that could slide around to look through four different peepholes, and transmitted 
the camera's feed to a video monitor that could be viewed from within the home. In addition, she 
included a button that, when pressed, would immediately contact the police, and the ability to 
lock or unlock the door with a remote control. [5] 

 
Figure 2: A portion of Brown's patent for her security system [6]  

 
Today's security systems typically include cameras, window and door sensors, and 

motion sensors. Motion can be detected with cameras using changes in light, or, more accurately, 
using IR (infrared) or PIR (passive infrared) technology, which look at changes in temperature 
that are caused by a human or animal passing by. Infrared technology allows the system to detect 
the difference between a human being passing by and a piece of trash being blown across by the 
wind. The various sensors of the security system are connected to a central control panel that 
communicates with the different components to check for breaches. This panel typically allows 
the user to arm or disarm the system. Security companies that sell these alarm systems often have 
remote monitoring centers to monitor their customers' security systems and can notify the 
homeowner, and even the police, if an intrusion occurs.  

One limitation of today's systems is that often, the security cameras are always recording. 
This takes up a lot of storage space, and it can be frustrating if, for example, one wants to see 
when the mailman came by a house. Most of the footage will just be of a stationary mailbox. 
This project aims to create a security system that is more convenient in these situations, so that 
footage is only recorded when a human walks by. 
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Additionally, after the alarm has been triggered, facial recognition will be used so that the 
alarm can be turned off when a designated "safe" face looks at the camera, making it more 
convenient for owners to shut off the alarm if they accidentally trigger it. 

This security system will likely help prevent crime because if someone is going to 
commit a crime but then a loud alarm goes off, they will probably run away to avoid being 
caught. Even if they proceed with the crime, the video recording can help catch them. 

This project requires becoming familiar with using the Raspberry Pi, understanding and 
incorporating open source code for facial recognition, and programming various sensors to get 
the different parts of the system to communicate with each other and work together. 
 
III. Design 
Case/Housing System 

A housing system for this project was used to protect the Raspberry Pi and organize wires 
and sensors. The case is a hexagonal box with a width of 6.02 inches and a height of 3.50 inches. 
The length of the rectangular portion of the box is 5.25 inches, and there are three angled faces, 
each 2.20 or 2.21 inches long. The walls are 0.25 inches thick, and the box is made of wood.  
 

  
Figure 3: Design of box to house Raspberry Pi system 
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Figure 4: The assembled system 

 
There are 0.5 inch diameter holes on each of the three angled faces to pass wires between 

sensors on the outside of the box, and the Raspberry Pi inside the box. Each face has a PIR 
sensor measuring 1.37 by 1.12 inches on it; the use of multiple sensors angled at different 
positions allows motion to be detected at a wider range (see figure 5 below). 

 

 
Figure 5: Range of PIR Sensors 
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The face in the middle also has a 1 inch by 0.4 inch rectangular slot through which the 
camera (1 inch by 1 inch) can be slid through. There's an additional hole on the top of the box for 
additional wiring, and for ventilation to ensure that the Raspberry Pi does not overheat. 

The Raspberry Pi Model 3 B is 2.20 inches by 3.35 inches, with a peak height of 0.63 
inches. The Pi is powered by a battery pack (a portable charger), which is connected by a USB to 
microUSB cord. The battery pack used in this project measured 2 inches by 3.94 inches, but any 
power source of that size or smaller would work as well. Attached to the Raspberry Pi is a USB 
flash drive to store the recorded videos; a user can unplug the flash drive from the Pi to view 
what videos have been recorded. The flash drive used for the drawing is 2 inches by 0.50 inches, 
but smaller flash drives may also be used. The base of the box is designed to allow the Pi, a 
power source, and a USB flash drive to fit, with a small amount of wiggle room.  
 
Circuit 

 
Figure 6: Circuit diagram of how sensors are connected to the Raspberry Pi 

 
The PIR sensor is connected to ground, power, and an input/output pin that reads in 

values from the sensor. There is 10 kΩ pull-up resistor between the power and the output pins. 
The buzzers for the alarm sound are each connected to ground and to an input/output pin on the 
Raspberry Pi. To sound the buzzers and light the LEDs, the input/output pins are set to output a 
high voltage; otherwise, the voltage sent to the buzzers and LEDs is low. Two buzzers are used 
to make the alarm louder. Although only one LED is shown in the drawing, there are actually 4 
other LEDs connected in the same way. The Raspberry Pi has a special slot to connect the 
camera. 
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Code 

 
Figure 7: Flow chart of code 

 
After the Raspberry Pi is booted up and imports the necessary libraries for facial 

recognition, it begins looking for motion by constantly reading in values from the PIR sensor. If 
motion is detected, the alarm sounds and the camera begins recording. Pictures taken by the 
camera are processed to search for faces, and once a face is detected, it is analyzed to see if it 
matches any known safe faces in a database. If the face is not considered safe, the alarm 
continues and another picture is taken and analyzed, with the video still recording. If the face is 
recognized as "safe," or if 30 minutes have passed since the recording began, the alarm is turned 
off, and the cycle of looking for motion begins again. 
 
 

https://www.lucidchart.com/documents/edit/a86f9902-579f-4ed7-b8b9-7cb4cea6c1c0/0?callback=close&name=docs&callback_type=back&v=1542&s=612
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IV. Theory 
Raspberry Pi 

A Raspberry Pi is a System on Chip (SoC), making it a small computer. It has its own 
central processing unit (CPU) that lets it carry out computer programs and control input and 
output operations, as well as a graphics processing unit (GPU) to display images. There is a slot 
for an SD card, which carries the Linux operating system, Raspbian, and program memory on it. 
Many different programming languages can be used to control the Raspberry Pi; Python is used 
in this project because of its simplicity. [7] 

This project uses a Raspberry Pi 3 Model B, which has 1 GB of RAM to store data and 
code, the ability to connect to WiFi and Bluetooth, and a 1.2 GHz quad-core processor. The four 
cores allow the Pi to multitask, and the clock speed of 1.2 GHz means that each core can execute 
1.2 billion calculations per second. There is an HDMI port to connect the Pi to a monitor, 4 USB 
ports that can be connected to a computer mouse, keyboard, or other external device, and a 
Micro USB port to provide a 5V power source. The Model B also has 40 GPIO (General Purpose 
Input/Output pins) that can read from and write to external sensors, as well as a special port to 
connect a Raspberry Pi camera. [8] 
 
PIR Sensor 

Everything at a temperature above absolute zero emits some radiation according to the 
black body radiation curve. This curve shows that the radiation emitted consists of 
electromagnetic waves with a large range of frequencies, and different frequencies correspond to 
different intensities of the radiation. The shape of the curve is given by Planck's law: 

, 
where E is the average energy, v is the frequency of the radiation, T is the temperature of the 
body, and h and k are constants. [9] Figure 8 below shows the black body spectrum for three 
different temperatures. 

 
Figure 8: Black body radiation curves for three different temperatures [10] 
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As the figure shows, bodies with lower temperatures have radiation intensity peaks in the 
infrared (IR) region. At around 98 °F (310 K), the radiation emitted by the warm human body 
peaks at a wavelength of 9.4um, which is in the IR range. It has a longer wavelength than visible 
light and therefore cannot be seen by the naked eye, but can still be detected by electronic 
components found in infrared sensors. These wavelengths cannot pass through materials that 
transmit visible light, such as plastic or window glass, but materials like silicon and polyethylene 
can transmit IR. 

PIR sensors, also known as Passive Infrared, Pyroelectric, or IR motion sensors, are 
commonly used to detect motion. They are considered passive because they don't send out 
signals to detect motion; instead, they adjust themselves to record the infrared layout of the 
surrounding environment. [11] They do this through pyroelectric sensors, which are made of a 
crystalline substance that has an electric charge on its surface when it senses IR radiation. The 
amount of charge on the surface varies with the amount of radiation hitting the crystal, and this 
change can be measured by a field-effect transistor (FET), as shown in Figure 9. The transistor 
has three pins: gate, drain and source. A constant voltage is applied to the drain pin. When a 
warm body passes by and the amount of charge on the pyroelectric sensor changes, the voltage at 
the gate changes and allows current to flow through the source, which then outputs a voltage to 
indicate that motion has been detected. [12] 

 
Figure 9: Diagram of how the FET is connected to the IR sensor. The pin labeled 1 is the drain 

pin, and the pin labeled 2 is the source pin on the FET [12] 
 
The IR sensor is typically enclosed in an airtight metal container to prevent it from being 

thrown off by extra noise, temperature, or humidity. The container has a window made of 
material (typically silicon) that can transmit IR radiation, while still protecting the IR sensor. 

The PIR sensor is split up into two halves, each of which can see some distance in front 
of it. This allows the sensor to detect a change in infrared levels, which would indicate motion, 
rather than to simply detect average IR levels. If both halves detect the same level of IR 
radiation, the sensor is idle. However, when a warm object, such as a human or animal, passes by 
the sensor, it must first pass by just one half of the sensor, resulting in a positive difference 
between the two halves. Then, when the warm object is leaving the area, the other half of the PIR 
sensor will be intercepted, resulting in a negative difference. When these differences are 
detected, motion is detected. 
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Figure 10: Illustration of how the two halves of the PIR sensor detect motion [13] 
 
PIR sensors also use optics to control the range of the sensor. In order to increase the 

detection range, Fresnel lenses are used. Fresnel lenses were developed by Augustin-Jean Fresnel 
in order to expand the visibility range of the light from a lighthouse. In fact, the Pigeon Point 
Lighthouse in California still has its original Fresnel lens intact. In a conventional, non-Fresnel 
convex lense, light coming from many different directions can be condensed to a single focal 
point, allowing for a larger image to be detected as shown in figure 11. The greater the curvature 
of the lense, the closer the focal point will be to the lens. Thus, if a closer focal point is desired, a 
thicker convex lense is needed. 
 

 
Figure 11: How a typical plano-convex lens condenses light to a single point called the focus 

 
Rather than having just one smooth, continuous lense surface, a Fresnel lense is divided 

up into concentric, ring-shaped sections. This is equivalent to dividing the continuous surface of 
normal convex lens into multiple, discontinuous surfaces of the same curvature. Thus, the 
Fresnel lense is thinner and lighter than a plano-convex lens of equivalent focal length (see 
Figure 12). [14] The final lens used in the PIR sensor is split into numerous sections, with each 
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section being its own Fresnel lens. This allows the sensor to capture radiation coming from many 
different directions. [13] 

 
Figure 12: Cross sections of a Fresnel lens and a plano-convex lens with the same power [14] 

 

 

Figure 13: How the Fresnel lense broadens the range of vision of the PIR sensor [15] 

 
Speaker for Alarm 

Sound comes from vibrations that cause changes in air pressure. The vibrations move 
nearby air molecules, which then pass on this vibration to other surrounding air molecules, 
allowing the vibration to be carried across the air. 
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Figure 14: How the coil pushes and pulls the diaphragm of a speaker [16] 

 
Speakers convert electrical signals to physical vibrations in order to make sound waves. 

Drivers in the speaker vibrate a diaphragm (a flexible cone) at the front of the speaker. The 
narrow part of the cone is attached to a voice coil, which is essentially an electromagnet. Behind 
this coil is a permanent magnet. The electrical signals that the speaker receives result in current 
flowing through the voice coil, and depending on the signal, the direction of current through the 
coil alternates. This changes the orientation of the coil's magnetic poles, which affects the 
magnetic forces between the voice coil and the permanent magnet, thus causing movement of the 
coil and diaphragm. The movement of the diaphragm creates vibrations in the surrounding air, 
which result in sound waves. [16] 

When the diaphragm is pushed outwards by the coil, it also pushes on the surrounding air 
molecules. Those molecules collide with other molecules and pass on this area of high pressure 
(called a compression). When the diaphragm is pulled in, it also pulls in surrounding air 
molecules. This creates a region of low pressure (called a rarefaction), so other molecules move 
to fill in that region, leaving behind another region of low pressure, and so on. [17] 
 
Facial recognition 

Facial recognition consists of software that can recognize a face and measure several 
characteristics of the face. These features typically include the distance between eyes, the width 
of the nose, the depth of the eye sockets, the shape of the cheekbones, the length of a jaw line, 
and more. These measurements create a faceprint that stores the face in a database. Previously, 
these characteristics were measured using 2D images; however, in order for the facial 
recognition to be accurate in these situations, the person would have to be looking at the camera 
from the same angle, with a similar facial expression and lighting as the image in the database. 
This was an unrealistic expectation that resulted in a high failure rate. 

To improve the accuracy of facial recognition, software that uses 3D models are now 
used. 3D images allow the software to look at the curves of a person's face and the depth of 
various features in a way such that different angles or lightings will not affect the reliability of 
the software. [18] 
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This project will use an open-source library called OpenFace, which was created by 
researchers at Carnegie Mellon and supported by the National Science Foundation. [19] The first 
step in facial recognition is for the camera to detect a face (or multiple faces) in an image, either 
in an existing photograph or in a video image. This project uses the Viola-Jones Haar 
feature-based cascade classifier object detection process. The classifier is trained using many 
positive images (images that have faces) and negative images (images that do not have faces). 
Examples of Haar features are shown in Figure 15 below. 

 
Figure 15: Examples of Haar features 

 
Each Haar feature is given a value that is equal to the sum of the pixels under the black 

rectangle(s), minus the sum of the pixels under the white rectangle(s). However, because there 
are so many pixels, this process is very slow. Furthermore, not all of these tens or hundreds of 
thousands of Haar features are necessary to detect a face. For example, the fact that the area 
around the eyes is darker than the area around the cheeks is important, but one bright spot on the 
cheek is less important. To determine which Haar features are most helpful in detecting a face, a 
process called Adaboost is used. During training, all Haar features are calculated for all training 
images. Then, each feature is tested to see how well it differentiates between positive and 
negative training images. The features that most accurately classify positive and negative images 
are selected and designated as "weak classifiers," because while one feature alone cannot classify 
the image, a combination of these features results in a strong classifier that is then used to detect 
faces. [20] 

The orientation of a face in a picture can vary greatly, so once a face has been detected, 
each picture should be warped so that the eyes and lips are always facing directly towards the 
camera. This is done using face landmark estimation. In this technique, there will be 68 specific 
points on each face (the landmarks), and the algorithm will be trained to find these points on 
every face (see Figure 16). Once the eyes and lips are identified, the image can be rotated and 
scaled to center those two landmarks. 
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Figure 16: The 68 landmarks that will be detected on each face 

 
After the picture has been centered and modified, the next step is to match the face in the 

picture to a known face using unique features. Rather than having a human decide which features 
will be used in this process, the computer uses a machine learning method called deep learning to 
decide for itself which characteristics are most important. A Deep Convolutional Neural 
Network is trained to make 128 measurements for each training face. The training process for 
this model works in the following way: 

The model looks at 3 training pictures at a time: two pictures with the same known 
person in it, and a third picture with a different person. The model then looks at the 128 
measurements it has generated for all three images, and the neural network modifies itself 
slightly to make sure that the measurements for the pictures with the same person are closer, 
while the measurements for the different person are further. This is done for millions of images, 
of thousands or millions of people. This process takes several days, but luckily, OpenFace comes 
with several pre-trained models. [21] Once training is complete, the model will be able to take in 
a new image, make these 128 measurements for a face in the image, and compare those 
measurements to existing faces in the database. The model can return the "distance" between the 
measurements for new image and the measurements for known faces, where a lower distance 
means the faces are more similar, and a higher distance means the faces are more different. 
 
V. Results 
PIR Sensor Range and Accuracy 

In order to measure the range and accuracy of the PIR sensor, many trials of a person 
moving in front of the sensor were performed, and whether or not the alarm correctly sounded 
from this movement was recorded. Several different directions of movement were tested: to the 
right or left straight in front of the sensor, directly towards or away from the sensor, and 
diagonally. These movements were performed at 1 foot away from the sensor, 3 feet away, 5 
feet, and so on, until the sensor failed to detect any motion at 13 feet. The accuracy at a certain 
distance was calculated by dividing the number of correct alarms sounded over the number of 
trials for each direction of movement, and results are shown in the table below. 
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Distance from sensor 
(feet) 

Direction of Movement 

Left/Right Towards/Away Diagonally 

1 ft 98% 76% 93.3% 
3 ft 83.9% 72% 93.3% 
5 ft 54.5% 50% 71.0% 
7 ft 68% 46% 70.5% 
9 ft 40% 12% 41.7% 
11 ft 20% 0% 21.7% 
Figure 17: Accuracy of PIR sensor at various distances, with movement in different directions 

 
The graph below shows how accuracy varies with distance from the sensor. 

 
Figure 18: Graph of Accuracy versus Distance 

 
From figures 17 and 18, it appears that the sensor is most accurate at detecting diagonal 

motion, followed closely by motion towards the left or right. The sensor is worst at detecting 
motion directly towards or away from it, most likely because the change in infrared surroundings 
is less obvious because the warm body remains in front of the sensor, as opposed to briefly 
passing by it. 

Additionally, trials were performed where inanimate objects, such as rulers, brushes, and 
pencils, were moved in front of the sensor. The sensor did not go off, confirming that the sensor 
only looks at changes in infrared, and not just any changes in the surroundings. 

The sensor was also left running for 4 hours and did not go off at all in that time period. 
This implied that the sensor has a 0% false positive rate; however, it's possible that had the 
sensor been left on for longer, it would have eventually given a false alarm. 
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Facial Recognition Accuracy 
Having read an article about facial recognition not working as well on people of color, 

the author decided to see if the OpenFace software used in this project had better results. To test 
this, subjects were separated into groups of White, East Asian, South Asian, Black, or Latino/a, 
and each of these groups was separated into male and female, for a total of 10 groups. The 
groups for White, East Asian, and South Asian males and females each had 15 test images, while 
the groups for Black and Latino/a males and females each had 10 test images because it was 
difficult to acquire these images. The majority of the images were randomly selected from the 
Menlo Knightbook, so that the pictures would have similar lighting, backgrounds, and poses, 
thus reducing possible error from those factors; however, there were not enough Black and 
Latino males and females in the Knightbook, so images of celebrities of those races had to be 
used to reach 10 test images in each of those groups. 

For each group, another comparison ("target") face was randomly selected. The distance 
between the representations of each test subject and each target face was calculated. OpenFace 
suggests that a distance of 0.99 or lower means the two images have the same person in them. 
[22] The false positive rates using this threshold were calculated for each target face. (False 
negative rates could not be calculated because there were not enough pictures of each target.) 
These false positive rates, along with the values that the threshold would need to be adjusted to 
in order to have a false positive rate of less than 5% are shown in the table below. 
 
Target Race and Gender False positive rate, with 

recommended threshold = 0.99 
Threshold needed for <5% 
false positive rate 

White male 12.3% 0.75 
White female 8.46% 0.88 
East Asian male 51.5% 0.26 
East Asian female 53.1% 0.089 
South Asian male 30.8% 0.43 
South Asian female 16.2% 0.60 
Latino male 37.7% 0.32 
Latina female 9.23% 0.78 
Black male 37.7% 0.25 
Black female 43.1% 0.28 

Figure 19: Table of false positive rates using recommended 0.99 threshold and necessary 
threshold for <5% false positive rate 

 
As figure 19 shows, while the recommended threshold resulted in fairly low false positive 

rates for the white male, white female, and latina female targets, there were high false positive 
rates using this threshold for other groups, with East Asians having false positive rates over 50%. 
Additionally, for many groups, the thresholds had to lowered significantly from the 
recommended threshold of 0.99 in order to achieve false positive rates below 5%. 
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These results should be interpreted with caution because there was only one target image 
for each category, so it is possible that some of the extreme results are due to the appearance of 
the target, rather than the fault of the face recognition software. Many more tests would need to 
be done to confirm that the software does indeed have problems correctly identifying people of 
certain races and genders. 

In another test, using real-time images as opposed to images taken from the Knightbook, 
the threshold was adjusted several times to test accuracies and false positive rates. A higher 
threshold resulted in a higher rate at which the target was correctly identified, but also a higher 
false positive rate. The target for this test was an East Asian female. When the threshold was 
adjusted to 0.145, the subject could be correctly identified 90% of the time, with a 15% false 
positive rate. Using a lower threshold of 0.12, the false positive rate could be reduced to 3.0%, 
but the subject could only be correctly identified 79% of the time. 
 
VI. Conclusion 

If the facial recognition software can be improved, this system has the potential to be 
very secure. When the threshold for determining if two faces belong to the same person is 
adjusted, the facial recognition system can be fairly accurate (90% accuracy and 15% false 
positive rate). The PIR sensor did not give off any false alarms during the time it was tested. It 
was most accurate at close distances, and was measured to have a range of approximately 11 
feet, which is about the size of many bedrooms or small offices. However, more experiments 
need to be done to verify these results. For example, other PIR sensors should be tested to see if 
they produce the same results, but only one was tested for this paper due to a lack of time. Many 
more tests and refinements would need to be done before this system could be used in the real 
world, especially with regards to the facial recognition. Since facial recognition is becoming 
more and more popular these days—even being used to unlock phones—it seems likely that the 
accuracy of these algorithms will continue to improve, and hopefully, this will allow the security 
system built in this project to be more accurate as well. 
 
The Next Step 

While adjusting the distance threshold that determines whether a face is a match or not 
allowed for a higher accuracy, the tests on the software's face recognition accuracy on people of 
different races show that there is a need to make significant changes to the algorithms. With 
regards to this particular project, accuracy could potentially be improved by training a brand new 
classifier with more images, with people of all races and genders. Training this new classifier 
would require a significant amount of time, as in order for it to be accurate, thousands or even 
millions of images would be needed. Poor performance in recognizing and distinguishing 
between people of color is an issue that needs to be resolved within the OpenFace library itself, 
and in other facial recognition algorithms used around the world, by using a larger, more diverse 
set of training images. 

As facial recognition is being improved upon in the world, a separate feature that could 
be added to this project is voice recognition. In the future, it would be a fun addition to have a 
system that could recognize certain phrases and people's voices, so that voice commands could 
be used to set the security system and turn off the alarm. 
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Appendix A: Parts List 
Part Description Use Cost Where to buy 
Raspberry Pi Control the system $40 Raspberry Pi website 
Raspberry Pi Camera Record video $29 Raspberry Pi website 
SD Card Store video $7 Amazon 
PIR Sensor * 3 Detect motion $15 * 3 = $45 SparkFun 
Speaker/buzzer for 
alarm 

Sound alarm $1 Amazon 

LEDs Flashing lights $5 Amazon 
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Appendix B: Code 
import RPi.GPIO as GPIO 
import time 
import subprocess 
import picamera 
import cv2 
import numpy as np 
import dlib 
import os 
import pandas as pd 
import openface 
 
camera = picamera.PiCamera() 
 
# Paths to current directory 
fileDir = os.path.dirname(os.path.realpath(__file__)) 
 
# Path to directory of models 
modelDir = os.path.join(fileDir, 'models') 
 
# Path to dlib model directory (for face alignment) 
dlibModelDir = os.path.join(modelDir, 'dlib') 
 
# Path to openface model directory 
openfaceModelDir = os.path.join(modelDir, 'openface') 
 
#Path to torch network model 
torchModel = os.path.join(openfaceModelDir, 'nn4.v1.ascii.t7') 
 
#Path to dlib's face predictor 
dlibFaceAlignmentModel = os.path.join(dlibModelDir, "shape_predictor_68_face_landmarks.dat") 
 
# Path to haar cascade model, which is from openCV 
haarCascadeModel = 'haarcascade_frontalface_alt.xml' 
 
# Object to detect faces in pictures using haar cascades (from opencv) 
faceDetector = cv2.CascadeClassifier(haarCascadeModel) 
 
# Object that will use dlib to align the face in a picture 
aligner = openface.AlignDlib(dlibFaceAlignmentModel) 
 
# Object that will use a neural network to recognize faces 
neuralNetwork = openface.TorchNeuralNet(torchModel) 
 
def getRepresentation(imagePath, multiple=False): 
    """This function reads in an image and adjusts the size so that the size is not too big. 
    It then looks for a face in the image and aligns any faces that are found. """ 
 
    bgrImg = cv2.imread(imagePath) # Read in image 
 
    cv2.imwrite('bgr.png', bgrImg) 
  
    height = float(bgrImg.shape[0]) 
    width = float(bgrImg.shape[1]) 
  
    # Resize the image 
    if width >= height and width > 400: 
        height = int((height/width) * 400) 
        width = int(400) 
    elif height > width and height > 400: 
        width = int((width/height) * 400) 
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        height = int(400) 
 
    resizedImage = cv2.resize(bgrImg, (int(width), int(height))) 
  
    # Convert to rgb color format (used to align the face) 
    rgbImage = cv2.resize(resizedImage, (int(width), int(height)),  

    interpolation=cv2.INTER_AREA) 
    cv2.imwrite('rgbImage.png', rgbImage) 
 
    # Convert to grayscale color format (used to detect faces) 
    grayscaleImage = cv2.cvtColor(resizedImage, cv2.COLOR_BGR2GRAY) 
    cv2.imwrite('grayscale.png', grayscaleImage) 
  
    # This returns a list of rectangles that contain objects (faces) found in the picture 
    faces = faceDetector.detectMultiScale(grayscaleImage, scaleFactor=1.3, minNeighbors=5) 
 
    representations = [] 
 
    # Go through the list of faces to get the representation of each face 
    for face in faces: 
        # Get coordinates and width and height of the rectangle, which should contain a face 
        x = face[0] 
        y = face[1] 
        width = face[2] 
        height = face[3] 
 
        # Using these coordinates, make a dlib rectangle to give to openface 
        dlibRectangle = dlib.rectangle(x, y, x + width, y + height) 
 
        # Use dlib to do  landmark estimation and align the face 
        alignedFace = aligner.align(96, rgbImage, dlibRectangle,  

       landmarkIndices=openface.AlignDlib.OUTER_EYES_AND_NOSE) 
 
        # If the face was able to be aligned, can continue 
        if alignedFace is not None: 
            # Use openface neural network to get the representation of the face 
            representation = neuralNetwork.forward(alignedFace) 
            representations.append(representation) 
 
    return representations 
 
def compareFace(imagePath): 
    """This function calls the getRepresentation() method on an image and calculates the 
    distance between the returned representation (if there is one) and the representation 
    of the target's face.""" 
 
    # Get representation of the image we're comparing 
    representations = getRepresentation(imagePath) 
  
    euclidianDistances = [] 
 
    # If there are no representations (no faces were found), exit this function 
    if representations is None or len(representations) == 0: 
        return None 
 
    # Otherwise, iterate through the returned representations to compare each representation  

to the target 
    for rep in representations: 
        # Get distance between the representation of the face we're analyzing and the target 
        distance = rep - targetRepresentation 
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        # Convert to euclidian distance with dot product 
        euclidianDistances.append(np.dot(np.squeeze(np.asarray(distance)),  

     np.squeeze(np.asarray(distance)))) 
 
    return euclidianDistances 
 
# Get target representation 
targetImagePath = "target.jpg" 
targetRepresentation = getRepresentation(targetImagePath) 
 
# Assign motion sensors, buzzers, and LEDs to pins on the Raspberr Pi 
motionSensorLeft = 11 
motionSensorMiddle = 13 
motionSensorRight = 15 
buzzer1 = 16 
buzzer2 = 18 
led1 = 3 
led2 = 5 
led3 = 7 
led4 = 8 
ledStrip = 10 
 
# Set up the board and the attached sensors 
GPIO.setwarnings(False) 
GPIO.setmode(GPIO.BOARD) 
GPIO.setup(motionSensorLeft, GPIO.IN) 
GPIO.setup(motionSensorMiddle, GPIO.IN) 
GPIO.setup(motionSensorRight, GPIO.IN) 
GPIO.setup(buzzer1, GPIO.OUT) 
GPIO.setup(buzzer2, GPIO.OUT) 
GPIO.setup(led1, GPIO.OUT) 
GPIO.setup(led2, GPIO.OUT) 
GPIO.setup(led3, GPIO.OUT) 
GPIO.setup(led4, GPIO.OUT) 
GPIO.setup(ledStrip, GPIO.OUT) 
 
# Make sure buzzers start off 
GPIO.output(buzzer1, 0) 
GPIO.output(buzzer2, 0) 
 
def startAlarm(): 
    # Turn on LEDs and sound buzzers 
    GPIO.output(led1, 1) 
    GPIO.output(led2, 1) 
    GPIO.output(led3, 1) 
    GPIO.output(led4, 1) 
    GPIO.output(ledStrip, 1) 
    GPIO.output(buzzer1, 1) 
    GPIO.output(buzzer2, 1) 
    # Start recording video and save it to the usb drive 
    camera.start_recording('../../../../media/usbdrive/video.h264') 
 
def stopAlarm(): 
    # Turn off buzzers and LEDs 
    GPIO.output(led1, 0) 
    GPIO.output(led2, 0) 
    GPIO.output(led3, 0) 
    GPIO.output(led4, 0) 
    GPIO.output(ledStrip, 0) 
    GPIO.output(buzzer1, 0) 
    GPIO.output(buzzer2, 0) 
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    # Stop recording video 
    camera.stop_recording() 
 
    # Save video as mp4 file 
    subprocess.call(["MP4Box", "-add", "video.h264", "video.mp4"]) 
 
def checkForMotion(): 
    countMotionDetected = 0 
 
    # Read in input values from the three motion sensors 
    motionOutputLeft = GPIO.input(motionSensorLeft) 
    motionOutputMiddle = GPIO.input(motionSensorMiddle) 
    motionOutputRight = GPIO.input(motionSensorRight) 
 
    if motionOutputLeft == 0: # motion detected 
        while motionOutputLeft == 0: 
            time.sleep(0.05) 
            motionOutputLeft = GPIO.input(motionSensorLeft) 
            countMotionDetected += 1 
            if countMotionDetected == 7: # If it reads in values of 0 seven times in a row,  

there is probably motion 
                return True 
    countMotionDetected = 0 
 
    if motionOutputMiddle == 0: # motion detected 
        while motionOutputMiddle == 0: 
            time.sleep(0.05) 
            motionOutputMiddle = GPIO.input(motionSensorMiddle) 
            countMotionDetected += 1 
            if countMotionDetected == 7: 
                return True 
    countMotionDetected = 0 
 
    if motionOutputRight == 0: # motion detected 
        while motionOutputRight == 0: 
            time.sleep(0.05) 
            motionOutputRight = GPIO.input(motionSensorRight) 
            countMotionDetected += 1 
            if countMotionDetected == 7: 
                return True 
    countMotionDetected = 0 
 
    # If we've reached this point, no motion was detected 
    return False 
 
while True: 
    motionDetected = checkForMotion() 
 
    if motionDetected: 
        safeFaceFound = False 
        startAlarm() 
 
        # Set time variables to calculate time elapsed since alarm began 
        alarmStartTime = time.time() 
        currentTime = time.time() 
 
        # If safe face hasn't been found and it's been less than 30 minutes since the alarm  

started 
        while not safeFaceFound and (currentTime - alarmStartTime < (30 * 60)): 
            # Take pictures to compare 
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            camera.capture("pic.jpg") 
 
            # Compare face in picture, if there is one 
            euclidianDistances = compareFace("pic.jpg") 
 
            # Check if any of the euclidian distances is below a threshold 
            if euclidianDistances is not None: 
                for distance in euclidianDistances: 
                    if distance < 0.145: # This threshold can be adjusted to modify accuracy 
                        # Found a safe face 
                        safeFaceFound = True 
 
            currentTime = time.time() 
 
        # Turn off alarms 
        # More than 30 minutes, or safe face has been found 
        stopAlarm() 
 
    time.sleep(0.05) 
 


